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Abstract

This white paper highlights how Dell Data Lakehouse and Diskover integrate to
convert unstructured data into contextual, actionable datasets. By combining
Diskover's metadata inventory capabilities with Dell Data Lakehouse's analytics
power, the solution streamlines data indexing and contextualization.
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Executive summary

Executive summary

Overview Unstructured data dominates enterprise environments but often remains untapped due to
its complexity. The integration of Dell Data Lakehouse (DDLH) and Diskover
revolutionizes how organizations transform this raw data into meaningful datasets for Al
and generative Al (GenAl) workloads. Diskover's metadata inventory capabilities
efficiently index and organize unstructured data, while DDLH’s analytics unlock insights
and contextual value. This seamless combination streamlines workflows, reduces
redundancies, and enhances data-driven decision making. It enables businesses to
aggregate and contextualize metadata, creating rich datasets ideal for machine learning
(ML) and generative Al applications.

Scalable processing ensures the solution can handle vast datasets as businesses grow.
GenAl applications benefit significantly from the contextualized data, improving training
and deployment outcomes. Automation reduces manual effort, driving productivity while
fostering innovation. Designed to adapt to both current and future data management
needs, this solution positions organizations to innovate rapidly and respond to new
challenges. By leveraging this integration, enterprises unlock the full potential of their
unstructured data, fueling smarter operations and innovative advancements in Al and
GenAl.

Audience This document is intended for enterprises with data lakes or a data lake strategy
interested in empowering their organizations to act more quickly, effectively, and
efficiently on their data. Audience roles include:

o Data and application administrators
e Data engineers

e Data scientists

e |T decision makers

A data lakehouse can assist more traditional analytics customers looking to modernize
their data collection. It can also help analytics systems to get more value from their data
or standardize their data for modern analytics workloads.

Revisions Part number/ _
Date gy Description
revision
February 2025 H04428 Initial release
We value your Dell Technologies and the authors of this document welcome your feedback on this
feedback. document. Contact the Dell Technologies team by email.

Authors: Kirankumar Bhusanurmath, DA/AI Specialist | Dell Technologies

Chris Park, Brandon Langley | Diskover

Note: For links to other documentation for this topic, see the Data Analytics Info Hub.
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Solution Components

Solution Components

Dell Data
Lakehouse

Dell Data
Analytics Engine

DDAE Metastore

DDLH is a turnkey solution, boasting the Dell Data Analytics Engine, a potent federated
data lake query engine powered by Starburst. The Dell Lakehouse System software
ensures life cycle management, while tailor-made compute hardware provides seamless
integration. Notably, this platform is designed to support Al solutions with its Al-ready data
platform. For storing and processing large datasets in open file and table formats, Dell's
leading S3 storage platforms, ECS, ObjectScale, and PowerScale, deliver exceptional
performance, reliability, and security.

The DDLH core lies the Dell Data Analytics Engine (DDAE), powered by Starburst,
facilitating the discovery, querying, and processing of enterprise-wide data assets
regardless of their physical location. By reducing data movement requirements and
enhancing query efficiency, the DDLH sets a new benchmark in data platform optimization
and performance.
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Figure 1. Dell Data Lakehouse diagram

DDAE contains an analytics query engine powered by Starburst. It is a fully supported
enterprise-grade distributed SQL query engine designed for high-performance analytics. It
allows users to query large amounts of data stored in various data sources throughout an
organization using standard SQL syntax.

One of the key features of DDAE is its ability to run queries across different data sources
simultaneously, in the same query. These sources include relational databases, NoSQL
databases, Object Storage systems, and more. Response times are fast enough to
support real-time analysis. Users can use this query engine to process data across
multiple systems and data sources.

With the integrated query engine, administrators can implement a layer on top of data that
abstracts away details on location, connectivity, language variations, and API. This layer
of abstraction is critical to simplify data analytics over a diverse set of data sources.

DDAE Metastore is a dedicated Hive Metastore Server (HMS).
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Solution Components

Diskover

The Hive Metastore (HMS) is a central repository of metadata for Hive, Iceberg, Delta,
and Hudi tables, and provides DDAE client access to this information using the Metastore
service API. It is the building block for DDLH that uses the diverse world of open-source
software, such as Apache Spark and DDAE’s Trino.

Diskover is a powerful solution designed to provide global visibility into unstructured data,
helping organizations unlock the full potential of their digital assets. With features like
global indexing, search, and analytics, Diskover enables businesses to efficiently manage
data spread across diverse systems and locations. Its metadata inventory capabilities
allow for seamless aggregation, organization, and contextualization of data, making it an
invaluable tool for addressing the challenges of data complexity.

The platform enhances security by identifying and mitigating risks associated with
uncontrolled or siloed data. The Diskover index provides visibility without actual file
system access enabling Data Scientist the ability to find and request access to data
desired for Al pipeline. By enabling efficient search and retrieval of relevant datasets,
Diskover significantly reduces the time and resources required for data management. This
not only minimizes operational costs but also boosts productivity across teams. Diskover’s
ability to integrate with multiple systems and environments, including business intelligence
(Bl) and Al pipelines, positions it as a versatile solution for enterprises.

A standout feature of Diskover is its ability to enrich data with metadata context, enabling
advanced curation processes such as deduplication, tagging, and purging. This ensures
that data pipelines are streamlined, improving the quality and relevance of datasets for Al
and generative Al applications. By fostering smarter decision making and accelerating
innovation, Diskover empowers businesses to harness their unstructured data effectively,
driving success in the modern data-driven landscape.
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Figure 2. Diskover platform overview
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Solution architecture

Solution architecture

The integration of Diskover and DDLH is designed to optimize metadata management,
enabling enhanced organization, contextualization, and usability of unstructured data
across Al and GenAl workflows. This architecture streamlines the flow of metadata for
improved accessibility and scalability, ensuring seamless support for advanced analytics
and decision making. While both solutions are fundamentally the same, they differ in their
approach:

The first solution positions Diskover as the metadata source, where DDLH actively pulls
the metadata inventory files for processing:

Data Products (DPs) are contextual
datasets for AIML / GenAl workflows

“2) Diskover

+ Federated Index

= Aggregate data
attributes

= QOrganize & Tag for
business context

Rt A

S =
= = [l
Structured  Semi-structured Un-structured

The other utilizes DDLH as the destination, with Diskover pushing metadata inventory files
as partitioned Parquet files and registering the corresponding schema with DDLH.

Data Products (DPs) are contextual
datasets for AIML / GenAl workflows

(2]
D) Diskover — [ —

+ Federated Index

= Aggregate data o
attributes

- Organize & Tag for
business context

=
Structured

The solutions within this framework are:
Solution 1: Diskover Metadata Inventory as a Federated Source for DDLH

Solution 2: DDLH as a Destination for Diskover Metadata Inventory Files

Dell Data Lakehouse and Diskover: Creating Al Datasets from Unstructured Data 7
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Solution architecture

Solutions Solution 1: Diskover Metadata Inventory as a Federated Source for DDLH

This solution demonstrates how Diskover and DDLH work together to streamline
metadata management and make unstructured data more accessible and usable for Al
and GenAl workflows. Here is a detailed step-by-step process:

Step 1. Metadata Inventory Creation

Diskover scans and indexes unstructured data sources across various systems and
generates a comprehensive metadata inventory. This inventory provides critical
information about each file, including attributes like file type, size, location, timestamps,
and content-based metadata.

Step 2: Integration with ElasticSearch

The metadata inventory created by Diskover is stored in ElasticSearch, which acts as a
central repository. This enables fast querying and retrieval of metadata, supporting high-
performance integration workflows.

Step 3: Metadata Registration in DDLH

DDLH connects to the ElasticSearch repository and pulls metadata created by Diskover.
By leveraging this metadata as a federated source, DDLH integrates it into its system,
creating a unified view of metadata records.

Step 4: Exposing Metadata Inventory

Once the metadata is registered within DDLH, it is exposed as tabular datasets. These
datasets are structured in a way that makes them easily accessible and interpretable by
downstream applications. This ensures compatibility with various Bl tools and Al
workloads, facilitating seamless collaboration between teams.

Step 5: Leveraging Metadata for Advanced Workflows

With the metadata inventory now accessible as a federated source, businesses can utilize
it to build contextual datasets. These datasets serve as the foundation for advanced data
analysis and Al model development, enabling more informed decision making and
optimized operations.

Integration and Data Flow
The interaction between Diskover and DDLH in this solution exemplifies a smooth data

flow process:
e Diskover acts as the upstream source, generating enriched metadata.

e ElasticSearch bridges the storage and querying of metadata between the two
systems.

o DDLH pulls metadata from ElasticSearch, contextualizing and organizing it for
usage in various workflows.

Role of Metadata Management

This solution highlights the pivotal role of metadata management, providing businesses
with the ability to:

e Organize unstructured datasets for better accessibility

o Contextualize data to enhance usability across Al workflows

8 Dell Data Lakehouse and Diskover: Creating Al Datasets from Unstructured Data
Transforming unstructured data into Al-Driven insights



Solution architecture

e Streamline the preparation of data for Bl and Al applications

By harnessing the power of metadata management through the integration of Diskover
and DDLH, organizations can unlock new efficiencies and accelerate their Al and GenAl
initiatives.

Solution 2: DDLH as a Destination for Diskover Metadata Inventory Files

This solution outlines how Diskover pushes its metadata inventory directly to DDLH,
providing a structured and enriched foundation for Bl and Al workflows. The following
steps detail the process:

Step 1. Metadata Inventory Creation

Diskover scans unstructured data across various data sources and builds a detailed
metadata inventory. This inventory captures file attributes such as size, type, location,
timestamps, and content-based metadata, offering deep visibility into datasets.

Step 2: Partitioned Parquet File Generation

Diskover organizes the metadata inventory into partitioned Parquet files, an efficient and
standardized file format. Partitioning ensures optimal data retrieval and processing
performance by categorizing metadata based on logical criteria, such as time or file type.

Step 3: Metadata Transfer to DDLH

Diskover actively pushes these partitioned Parquet files to DDLH. By doing so, metadata
files are directly delivered into the DDLH ecosystem, bypassing intermediary repositories
like ElasticSearch.

Step 4: Schema Registration in DDLH

After transferring the metadata files, Diskover registers the corresponding schema with
DDLH. This schema registration ensures that DDLH can effectively interpret and process
the metadata files, enabling seamless integration with DDLH's querying and data
transformation capabilities.

Step 5: Structuring Metadata for Bl and Al Workloads

Within DDLH, the partitioned Parquet metadata files are made available as organized,
tabular datasets. These datasets are optimized for querying and analysis, making them
suitable for use in various Bl tools and Al projects. This structured format allows teams to
explore metadata insights and create sophisticated models tailored to their operational
needs.

Integration and Data Flow

The integration process reflects the seamless handover of metadata between Diskover
and DDLH:

e Diskover operates as the upstream system, processing and pushing metadata
directly into DDLH.

o DDLH serves as the destination, where metadata is stored, interpreted, and made
accessible for downstream workflows.

Role of Metadata Management
This solution underscores the importance of robust metadata management in enabling:

o Efficient data organization by leveraging partitioned file formats for scalability

Dell Data Lakehouse and Diskover: Creating Al Datasets from Unstructured Data
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Solution validation

e Seamless schema alignment between source and destination systems

e Enhanced usability of metadata for diverse data-driven applications, such as
decision making, Al models, and predictive analytics

By utilizing DDLH as the destination, organizations gain a centralized, scalable, and
actionable metadata repository. This integration empowers businesses to maximize their
unstructured data's potential, driving success in Al and GenAl initiatives.

Key benefits Improved Data Accessibility
Seamless access to metadata provides teams with actionable insights directly from
organized datasets.
Enhanced Data Contextualization
Metadata integration ensures that data is not only accessible but also meaningful and
relevant for analysis.
Streamlined Al and GenAl Workflows
Easy access to prepared, structured data accelerates the development and deployment of
Al models.
Efficient Data Organization
Leveraging partitioned Parquet files and unified schemas ensures faster data retrieval and
processing.
Scalability
The solutions support growing data volumes without compromising performance or
accessibility.
Better Decision Making
Holistic and well-organized metadata lays the groundwork for better, data-driven insights
and strategies.
Optimized Operations
Reduced complexity in cataloging and accessing metadata ultimately improves
operational efficiency.
Accelerated Al Initiatives
Faster access to high-quality metadata supports rapid innovation in Al and GenAl

projects.

These benefits collectively enable organizations to unlock the full potential of their
unstructured data, driving success in data-intensive applications.

Solution validation

The validation process for both Solution 1 and Solution 2 focuses on ensuring seamless
integration and functionality between Diskover and DDLH. Initially, the environment is set
up for both Diskover and DDLH, making sure all required configurations are in place. The
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Solution 1:
Diskover
Metadata
Inventory as a
Federated
Source for DDLH

Solution validation

integration is then established to enable Diskover to scan the DDLH storage for
unstructured data and build a comprehensive metadata inventory. This metadata
inventory is further processed and integrated with the DDLH Engine, where it is
transformed into structured tabular datasets and contextual data sets that can be utilized
as data products. These steps ensure that the solutions are fully optimized for Bl and Al
workloads, meeting the set objectives for accuracy and efficiency.

Set up Dell Data Lakehouse

It is assumed the DDLH appliance and Dell PowerScale storage cluster is installed and
configured.

Set up Dell Data Lakehouse storage
Configure Dell PowerScale as the primary storage cluster for the DDLH.

1. Log in to the DDLH system software.
2. Under Storage configure the Dell PowerScale S3 endpoint.

Dell Data Lakehouse System Software

o Cluser Edit connection
i Catalogs
| f& Storage
2 Alents default-s3storage
& Logs Edit the parameters required to connect to a Dell ECS.

& Infrastructure Host name

[@ Licenses 172.171.22

Port

9020

(] UsessL

Figure 3. Add S3 storage endpoint
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Solution validation

Setup Hive Catalog
Configure the Hive Catalog to storage Hive tables on the Dell PowerScale of the DDLH.

1. Loginto The DDLH system software
2. Under Catalogs select Connect Catalog.

3. Select Properties. For Type choose Hive. Enter the configuration parameters in
the Configuration field.

Dell Data Lakehouse System Software

o Cluster Edit Catalog

\ T Catalogs |

2 Storage Connect Catalog

il

L\ Alerts
Properties
H L Properties P
=l Logs Provide properties 1o connect to a catalog
B Infrastructure Secret Configuration
Type

[@ Licenses

e hive

Certificates Name

hive

Description (optional)

Configuration (optional)
Edit or add configuration details.(D

connectorname=hive
re-directories=true
aws-access-key=AKIAEETE3B73DADSF3AA

hive.s3.endpoint=https://ol
hive.s3.path-style-access=1
hive.s3.ssl.enabled=true
hive.security=starburst

4 [

Figure 4. Add Hive Catalog

Setup Diskover
Diskover installation

On the utility node install Diskover. See here for further information. For more
information, see Diskover documentation.

Diskover and DDL Storage S3 setup

On the utility node where Diskover is installed, S3fs either as python library or Linux
package. Mount the S3 bucket of DDLH storage to the Diskover client Linux file system as
an S3fs mount point. This enables the Diskover plugin to run additional content metadata
extraction of each unstructured object it scans.

B 14:46:

sup_1d=0)
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Solution validation

If Dell PowerScale is used as the DDLH Storage, it is recommended to mount the
PowerScale to Diskover as an NFS mount for better performance.

Diskover plugin configuration

Diskover's powerful extensibility enables the development of custom plugins by Diskover,
third parties, or even end users to enrich metadata catalogs. For this solution validation,
we focus on two specific plugins, PDFs and images. These plugins are enhanced to
extract additional system metadata, including keywords, subject, and the absolute path
within the S3 bucket. They also capture detailed content metadata, providing insights into
unstructured files and contextual objects contained within them.

[diskover@localhost plugins]$ pwd
/opt/diskover/plugins
[diskover@localhost plugins]$ ls -ltr | grep -E "imageinfo|pdfinfo"

P
drwxr-xr-x 3 root root 61 Nov 7 09:38

drwxr-xr-x 3 root root 61 Nov 7 09:51

Diskover enable plugins
Navigate to Diskover > Configurations and enable the enriched plugins.

=) DiskoverAdmin

@ Home
S Slow Directory Trigger Time
@ Configuration
600
File Age Groups
Diskover
Configurations
o Roll Up Times
Elasticsearch
Alternate Indexers
Follow Symlinks
Alternate Ingesters

DiskoverD

Plugins

Index Plugins Enablement

Index
& Enable Index Plugins
Post Index

File Actions

System
List Index Plugins to Enable for Directories

List Index Plugins to Enable for Files

Diskover Add New Index Task
Select Task Panel and add two New Index Task items, one for pdf _repo and other for
images_ repo.

Dell Data Lakehouse and Diskover: Creating Al Datasets from Unstructured Data 13
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Solution validation

Task Panel ask List D TaskHistory O Templates = [JWorkers

Task List

B New Index Task  ~

Show 25 v entries

Schedule Last Last
Description Type Last Start Last Finish Update Status Last Error

-01-15 finished
01:00:06

aitmelabpscale Al TME LAD PScale pfds  index 5 2
bucket

images_repo | scan all images from /images-repo folder index 5 2
run through custom plugin and

-01-15 finished
01:00:06

diskover_logs Diskover logs scan index finished

Task Panel TaskList  *D Task History Templates

Edit Index Task

Use Template
Template Select a template
Task details
D d6ag92f3dbbc8abale023e0e78ffefd30
Description ‘ ddih_pdfis the Powerscale bucket mounted as s3 endpoint which contains all the pdf|
Crawl Directory(s) Jmnt/ddih_pdf
Path(s) you want to index_

- Separale paihs with newline fo have multiple patns in index
- Paths need to be accessible on assigned worker.

New Index Task for pdf_repo.

*9) Task History

Edit Index Task

Use Template

Template Select a templaie

Task details

D 44eb3ba27r9496dcc892233754182984

Name images_rep

Description ddin_images Is the Powerscale S3 bucket mounted as S3 endpoint which contains all the images.

Crawl Directory(s) /mntadin_images

Path(s) you want to index.
= Separate paths with newline to have multiple paths in index.
= Paihs need to be accessible on assigned worker.

New Index Task for image_repo.
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Set up ElasticSearch
To configure ElasticSearch in the Diskover Admin Ul:

1. Log in and navigate to the Configuration section.

2. Locate the ElasticSearch configuration options and ensure the settings point to
the default ElasticSearch instance included with Diskover. Verify that all
configuration fields, such as host, port, and credentials match the default
instance.

3. Save the settings and test the connection to confirm integration, ensuring
seamless metadata indexing and search functionality.

Configuration for Indexers

Set up DDLH and Diskover ElasticSearch Integration

To establish a connection between DDLH and the Diskover ElasticSearch instance,
ensure network accessibility between the two systems and configure authentication
credentials for secure communication. Verify proper metadata field mapping to maintain
consistency during integration.

On the DDLH software Ul, navigate to Catalog and create a new ElasticSearch catalog
for Diskover Metadata Inventory to complete the setup.

Dell Data Lakehouse and Diskover: Creating Al Datasets from Unstructured Data 15
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Solution Validation

Validate metadata index tasks

LM Analytics ~ Q Quick ~

250 Save 3indices Always use latest indices (auto select) &

Max indices to load:

Show indices newer than: < Index name contains:

lect all O Unselect all 2 Save selection 3

Show 25 w entries

Index 2 Index Name Top Path(s) Start Time Finish Time Crawl Time Files Folders. Inodes/sec

diskover-opt_diskover-241210181500 &

/aitmelabpscale
Index 2 Index Name Top Path(s) Start Time Finish Time Crawl Time Files Folders Inodes/sec

Showing 110 3 entries

To verify that ElasticSearch is populated with metadata indices for the configured PDF
and image paths, check that the metadata inventory has been successfully scanned,
extracted, and stored as indices by Diskover. Confirm that the indices corresponding to
these file paths are present in ElasticSearch, ensuring they are correctly populated. Once
verified, these indices are ready for immediate use.

Be Clusier

Edit Cataloq
e o Connect Catalog
& Logs | Properties I_ﬁlopemes
B inf wre
B uc
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Validate ElasticSearch populated with Metadata inventory

From the Diskover Web Ul we can browse the metadata index, or Diskover can provide
an analytics Ul which populates the ElasticSearch Indices in more consumable
dashboards and reports.

O MAnaics - QQuick - ® CumetDr T Files

Alp Ou . -

W|iee O

+ 2 Al Top Paths Simages_repo

B Hems 1,804 Files 18 jers 1 Modified 202

v MInSpeFEEr- | MInMimeFRere | MaxMume Fitere

BlSelect Al O Unselect Al

A Export~ [PShare~ 8 File Action + © Last inde

Extension AN pag

1

e Tags 2 Path Files - Folders - Owner - Gro

m £ 0001png

= 5 o0c2png

Validate DDLH Metadata with ElasticSearch Indices
Validate ElasticSearch Catalog schema

From the DDAE UI, browse the Diskover catalog previously set up. Under the default
schema you will see the Diskover metadata indices the PDF and image repos.

<> Query A

All Di... RAGZ % 8/30/.. % MVS X MVSR.. x G/4/2.

Query editor

Cluster explorer < Select catalog
Saved queries 5 = deltalake 1
15 SELECT * FI
~ =8 diskover-es 9
8¢  Data products = -
~ sty default 20 SELECT "eli
21
=0 Domain management diskover 2 SELECT * FI
23
> BB diskover-images_repo 24 SELECT * FI
> BB diskover-opt_diskover-241210181500
= ; SELECT * FI
B3 Overview > BB diskover-pdf_repo
> gk information_schema SELECT pdf,
; .
uery overview where typ
~g  Query > sh system ere vee
> =8 elasticsearch C
& Cluster history = o SELECT pet.
> = hive 32 vihere type
i Usage metrics > =B iceberg 34 SELECT * FI
> =& mysqlpseg
> BB postgresql () Finished 55
> == system
@ Access control v atime

> @ tpch
2024-11-06 22:38:38
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Sample SQL on Diskover Metadata Indices

On the DDAE Query editor workspace, run a simple select SQL query to pull metadata
information from Diskover ElasticSearch over the catalog connector that was established.

Create sample data product as contextual datasets

E Dell Data Analytics Engine

<> Query - AllDI. x  RAGZ x @0/ x MVE x MVS R.. x | O/d/2. x  Bf20/. x NALA. x  ®10/. x PSEGLI x 10714 x | AllCribl x Partiti. x 12/10.. x | All Disk x 1212, x4+
Query editor

Cluster explorer <) seloctsatalog v :

Saved queries > = deftalake

SELECT tnage_ 040 F3IM "sisuouee-e5 Sera. skoven aages_repo 2EHIITIZRZE® LINT 19,
U st
B2 Dataproducts -
~ o default

> B diskover-mages_reno

> £ diskover-opt_disk

B Overview > 3 diskove e
. ppra—
#§ Query averview s eer
@& c » erecr
seeer
i Usage metrics »
» ~
Oy Finiched 4
’ @ 208 towars 008 oo B e i
>
Q@ Access control e s atime available available_percent costpergh crawl_time  ctime dir_col

. LL 20241106 22:3838.0.

I L 20241

202411-06 22:38:38.0.
Uptime: 20d 20n

20241106 22:38:38,

202411-06 22:38:38.0.

As the metadata is available in the DDLH, we can create contextual datasets as Data
products. For more information on data products. See Starburst Data Product
Documentation.

From the DDAE UI, select Data Product and create new data product. For this validation
we will create a separate image data product from the metadata inventory file from the
Diskover Elasticsearch catalog. We will create two datasets under the data product: one
for JPG files, and the other for PNG files.

<> Query ~ Data products
Query editor
8¢ Data products

=0 Domain management

HEIeHTS . D PENDING CHANGES
EE Overview Amazon Reviews Image Data Products

Detailed Amazon reviews useful All Data Products consolidated
Mg Query overview for Gen Al

o Cluster history
il Usage metrics

SECURITY

@  Access control v
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Solution 2: DDLH
as a Destination
for Diskover
Metadata
Inventory Files

Solution validation

= Dell Data Analytics Engine

o Data product details
<> Query

Query edito overview m

Saved queries

o /A ¥ou have pending changes that have not been published
28 Data products |

=@ Domain management
Image Data Products
0 =oommaxen o 0

Overview rd
£ Query ove

Catalog
& Cluster history hiive

it Usage metrics Summary

All Data Products consolidated

Number of queries Humber of users

@ Access control v = q T a

Description

Datasets

® allipg All jog images from the image repo [Cwew ] 10 v
Uptime: 20d 20h

® all_pngs all png images from the image repo [(wew | @ o v

Setup Dell Data Lakehouse

These steps are same as described above in Setup Dell Data Lakehouse.

Setup Diskover
Diskover installation

On the utility node install Diskover. See here for further information. For more
information, see Diskover documentation.

Diskover and DDLH Storage S3 setup

On the utility node where Diskover is installed, S3fs either as python library or Linux
package. Mount the S3 bucket of DDLH storage to the Diskover client Linux file system as
an S3fs mount point. This enables the Diskover plugin to run additional content metadata
extraction of each unstructured object it scans.

PowerScale S3bucket as the destination to Diskover Metadata inventory

Now we will mount the Dell PowerScale S3 bucket as the destination for Diskover to
ingest Metadata inventory in the Parquet file format (open file format).

! !
on /mnt
ver@loca
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Solution validation

Diskover plugin configuration

Diskover's powerful extensibility enables the development of custom plugins by Diskover,
third parties, or even end users to enrich metadata catalogs. For this solution validation,
we focus on two specific plugins, PDFs and images. These plugins are enhanced to
extract additional system metadata, including keywords, subject, and the absolute path
within the S3 bucket. They also capture detailed content metadata, providing insights into
unstructured files and contextual objects contained within them.

[diskover@localhost plugins]$ pwd
/opt/diskover/plugins
[diskover@localhost plugins]$ ls -ltr | grep -E "imageinfo|pdfinfo"

p
drwxr-xr-x 3 root root 61 Nov 7 09:38
drwxr-xr-x 3 root root 61 Nov 7 09:51

Diskover enable plugins

Under Diskover Admin Ul, enable the enriched plugins:

=) DiskoverAdmin

@ Home
' search Slow Directory Trigger Time
& Configuration %
License 600
File Age Groups
Diskover
Configu
Roll Up Times
Elasticsearch :
Alternate Indexers
Follow Symlinks
Alternate Ingesters

DiskoverD

Plugins

Index Plugins Enablement

Index
¥ Enable Index Plugins
Post Index

File Actions

System
List Index Plugins to Enable for Directories

List Index Plugins to Enable for Files

I efault X PDF

Set up Diskover alternate ingesters to point to S3 bucket on Powerscale

This is a crucial step where we enable alternate ingesters in Diskover and choose the
Parquet file format. Diskover converts the metadata inventory into Parquet file format and
pushes it into the S3 bucket mounted on the utility node running Diskover.
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=) DiskoverAdmin

Parquet File Writer Configuration

Write Apache Parquet files containing Diskover scan data.

# This feature is available with the following editions: Professional, Enterprise, Media, Life Science.

Web

Configurations

Parquet Filedir

er-meta-parquet
Flasticsearch Parquet Filename
Alternate In

diskover_scan_data

Parquet Filesize Split

Exclude Fields

Solution Validation

IMAGE Metadata Extraction and schema registration
1. Run the Diskover scanner on image repo.

2. On the utility node where Diskover is running we will run the Diskover scanner
manually for the image repository. This is to scan the image repo S3 bucket on
Dell Data Lakehouse storage that is mounted as S3 mount point to the utility
node. The destination bucket will be again on the lakehouse storage S3 bucket.
The metadata extracted needs to be partitioned as stored as parquet files.

/month= /hour=

1/hour=11
rquet /mnt/ddlh_images/

0 - Legging output to / fdi / over__mnt_ddLh_;
- Logging warnings to /var/log/ rer/ jer__mnt_ddlh
X L L pt/
- Found env kov a /i ar=20 1/hour=11
ing directory /mnt/d s 2 y
Lt

o 4
Wl /mnt/ddlh_
l_tree_threa

arching for
fig().thre

‘exif_orientation': '1'

‘exif_orientation': ‘1

mnt/ddlh_ir
{'heigh: 28, 'width': 128, : ‘: 'RGBA', 'is_animated': , 'n_fra , 'exif_orientation': '1°

mnt/ddlh_ir .png
{'height' 2 fwl ': 128, 'format': 'PNG 2 ‘RGBA', _animated': , 'n_fra , 'exif_orientation': '1*
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Verify the destination S3 bucket (using S3 Browser in this example) is populated with the
image metadata inventory file as Parquet files:

D 53 Browser 12.1.5 - Free Version (for non-commercial use only) - aitme_pscale

Accounts  Buckets Files Boockmarks Tools  Upgradeto Prol  Help

ED:INewbucl-:et %Add external bucket _ F'ath:

- diskover-meta-parquet, N | Mame Size

| disk-test [T pdfs-meta/

: r:'lsr:bkt‘l [Gimages-metaf

| eribll ‘ ‘

_ | pdfs
7] delhl-1

Verify the proper partitioning is retained for the Image metadata repository:

|] 53 Browser 12.1.5 - Free Version (for nen-commercial use only) - aitme_pscale - [m] X

Accounts  Buckets Files Bookmarks Tools Upgradeto Prol  Help

5 New bucket &8 Add external bucket _ Path: / images-meta/ year=2024/ month=12/ day:ﬂf N LSBT @
i~ diskover-meta-parquet * || Name Size Type Last Modified Storage Class
disk-test
=
| | | diskover_scan_dats-0.parquet 3926 KB PARQUET File 12/11j2024 10:46:25 STANDARD

cribll
pdfs
ddhl-1
demoZ-icy
| images

On DDLH, run the schema extraction script on S3 bucket where Diskover saves image
metadata in Parquet file format.
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5@ |  meeememeeeeeeeees Infer DDL schema from the image meta parquet file from s3 bucketl
51 select sgl from hive.schema_discovery.discovery
52 where
53 uri='s3a://diskover-meta-parquet/images-meta';
54

- Avg. read speed Elapsed time Rows Results from cache
@ Finished

16.9 rows/s 0.06s 1 No

sql

CREATE SCHEMA IF NOT EXISTS "discovered” WITH (location = 's3a:/diskover-meta-parquet/images-meta/’);

USE "discovered”;
CREATE TABLE "images-meta" (
"name” varchar,
"extension” varchar,
"parent_path’ varchar,
"size" bigint,
"size_du” bigint,
“owner" bigint,
“group” bigint,
‘mtime” varchar,
"atime” varchar,
"ctime" varchar,
“type’ varchar,
"image_info' row("exif_orientation” varchar,'format” varcharheight” bigint,"is_animated" boolean,'mode" varchar,'n_frames" bigint,'width" bigint),
'size_norecurs” double,
‘size_du_norecurs” double,
“file_count" double,
“file_count_norecurs” double,
“dir_count” double,
"dir_count_norecurs” double,
"dir_depth" double,
"year" varchar,
"month” varchar,
"day” varchar,
"hour" varchar,
"year" int,
"month" int,
"day"” int,
"hour”int
)
WITH (
format = 'PARQUET,
external_location = 's3a://diskover-meta-parquet/images-meta/’,
partitioned_by = ARRAY[year', 'month, ‘day’, "hour]
)

CALL system.sync_partition_metadata('discovered’, images-meta’, 'ADD");

Copy the schema discovery output, ( DDL schema), and register it as a table under the
schema diskover_meta_parquet. The new table created is called images_meta.

<> All Disk x RAGZ X B8/30/24,.. % MVS * MVS Ref  x /424, . % B/20/24, % MNALAT. x 9/10/24, . x PSEGLI x 10/1/24, x Alicribl x Partition... x
B Custer explorer ¢ mee v sesctscnems v

© & hive

CRERTE SthEns T B T creention

eta_parquets WITH (1acation

us > da amazon_reviews _rinages patet (
> e bronze

Iy > ¢ cribll

> da oribl_icy

> ¢h criblpart

3 s defauit

“parant_patn" varchar,
size” bigint,

> ds demo

> b demoz

> b demod lcy ] type® varchar,

“image_infa" ron(*exis_orientation” varchar, FOrast" uarcnar,"MelgNT® BIZinT,"is_sninated” Holean, made" Vanchar,”n_frames” BAZInt, wigtn” bigint),

v s diskover_meta_parquet

~ 68 images_meta

D name
@ extension
0 parent_path
m sie

D sreu

M osmer s oW (

o gou : —
R T A

3 o
o mume o partitioned_by - ARG
m atime

o'y tmonth! - ‘day’, 'hour"]

systen.sync_partition_setadatal

stenspnc_partition_setatats

@ ctime
(]

Dell Data Lakehouse and Diskover: Creating Al Datasets from Unstructured Data
Transforming unstructured data into Al-Driven insights



Solution validation

Run sample SQL queries on images metadata table:

Sloemmaeaone]
<>

AllDisk.. % = RAGZ X | 8/30/24,. %X  MVS X | MVSRef x = 9/4/24,.. X  8/20/24,. X  NALAT. x | 9/10/24,. x | PSEGL x  10/1/24

o
88 Cluster explorer { mhive v Selectschema v

> & ersucsearcn

E - “ e external_location - 's3a
~ =B hive partitioned by = ARRAY['
CALL system partition_metads
s 3 ek amazon_reviews CALL system.sync_partition_metads
> ek bronze
/
s > s cribll
 da crbiLicy SELECT * FRON "hive"."diskover_mets_parqu " LINIT 10;
a
> & cribl_part 95 | peeecr « rron “Giskover_neta_parauet” . "irages_ncta”
III > ek default a9 where extension: g’ LIMIT 18;
> e demo SELECT * FRo| ."giskover_neta_sdraue " LINIT 105
> o demo2
CTas/RTAS
N , s
e ohy demo2.icy 104 Create icebr table as from pigquet table.
>
Avg. read spee apsedtime  Rows esults ache
2rad @ Finished o e £ ! Resdt
988 rows/s 1s Limited to 1,000 No
~ o diskover_meta_parquet
~ BB images_meta name extension parent_path size size_du
M. name a
0001.png png mnt/ddih_images 48554 48640
@ extension
M parent_path 0002.png png /mnt/ddlh_images 48290 48640
@ size ¢ 0003.png png /mnt/ddih_images 43858 44032
M@ size_du
0004.pn ng /mnt/dih_images 47382 4761
@ owner e pna 9 °
M group 0005.png png /mnt/ddlh_images 45703 46080
@M mtime
0006.png png fmint/ddih_images 26484 46502
m atime

PDFs Metadata Extraction and schema registration
Run the Diskover scanner on PDF repo.

PARQUETDIR=/mnt /diskove

Verify the destination S3 bucket is populated with the PDF metadata inventory file as
Parquet files.
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G 53 Browser 12.1.5 - Free Version (for non-commercial use only) - aitme_pscale
Accounts  Buckets Files Bookmarks Tools Upgradeto Prol  Help

EDE Mew bucket *Add external bucket _  Path:

*\| | Mamea Size

Iﬁ_z'lpdfs-metaJr
[T images-meta/

Verify the proper partitioning is retained for the PDF metadata repository.

[ 53 Browser 12.1.5 - Free Version (for non-commercial use only) - aitme_pscale - o X

Accounts  Buckets Files Bookmarks Tools UpgradetoProl  Help

5 New bucket o Add external bucket _  Path: / pdfs-mets/ year=2024/ month=12/ day=11/ | hour=08/ /07

| diskover-meta-parquet A
1 aisk-est
L part

I testbktl
i cribll

| pdfs

| ddhi-1

| demoZ-icy
{_| images
{_ demo-icy
{_ demo

= nasswd

Name Size Type Last Modified Storage Class
[

‘ D diskover_scan_data-0.parquet 31.80KB PARQUET File 12/11/2024 7:54.58 AM  STANDARD

On DDLH, run the schema extraction script on the S3 bucket where Diskover saves PDF
metadata in Parquet file format.

= [oolowamanes o] |

< AllDisk. x| RAGZ  x  B/30/24. x  MVS X MVSRel x  0/4/24,. x  B/20/24. % | NALAT. x  9/10/24. x  PSEGLL x  10/1/24_ x | AlCibl x  Parl
oo

a8 Cluster explorer { =hwe v Select schema v

. ) = easwseacn

~ = hive

M > ohy amazon_reviews
» gh bronze

g + g e @ Finished
> dh cibll_icy
> da criblpart

36 rows/s 0.28s 1 No
sal

M > g default CREATE SCHEMA IF NOT EXISTS ‘discovered” WITH (location = ‘s3a-//diskover-meta-parquet/pdfs-meta/);

» ¢h demo
USE "dlscovered’;
> oh demoz CREATE TABLE "pdfs-meta’ {
> sy EMOZ.ic “name" varchar,
extension’ varchar,
@ > ¢h demo_icy “parent_path” varchar,
“size” bi

> ¢h disk_infered

v ahy diskover_meta_parquet
> BB images_meta
> BB pafs_meta

» dhy gold

> dh healthcare

> ¢ hive_demo

> ay ice_demo

» ¢h image_data_products
> g Information_schema
> dhy vs
> dh part

- > e sliver

Register PDF metadata inventory file’s schema as structured data in the DDLH catalog.
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Solution validation

htd AlDisk. % RAGZ X

Cluster explorer

~ = e

> s amazon_reviews
> dh bronze

> éh crioll

> cribli_cy
> e criblpart
> ek default
> d demo
> dh demo2

> s demogdey

© dh diskover msta parguet
> BB Images_meta
B pdfs_meta
0 neme
@ extension
m parent_path
m size
 sice_du
@ owner
m group
M mitime

8/30/24,. X | MVS X MVSRef x | 9/4/24,. % | B/29/24_ %  NALAT. X  9/10/24. %  PSEGL x
< v Select schema v
SCHEMA IF NC “hive"."diskover_meta_parquet™ WITH {location - ' xover-meta-parquet/
USE “nive*."aisk_inferea-.“pdfs-meta-part=;

TABLE "hiver.

diskover_neta_parquet”.”pafs_sets”

n “extansian” varchar,
“parent_patn® varchar,
4 “size* pigint,

. du” bigint,
“owner” bigint,
¥ “group” bigint,
5 Wtine= varchar,

“atine" var

ar,
2 “ctine* varchar,
“type* varcnar,

“pdf_infa" rou(*author®

or char, “compeny” varcher, "creation_dete”

_norecurs™ double,

double,
-File_count= aouble,
“File_count_norecurs® dosble,
-dir_count™ couble,

“dir_count_norecurs™ dout

2 “dir_geptn” couble,
2 “yeat® varchar,

ronth® warchar,

~day" varchar,

“nour*

. ¢

format = *RARQUET

2 “rontn®, 2 "hour]

el location - “cla

5 partitiones by - ARRAY|

Run sample SQL queries on the PDF metadata table.

1001/24,.. %

mestamp, "cr oter® varchor  "keywords” vorcher

allcriol  x

Partitia

‘modificotion_dete” tincstamp,’p

o AllDisk. ¥ RAG2 X
8
o Cluster explorer

H > g amazon_reviews
> dh bronze
4 > d eribh
> dh cribli_icy
Ll > da cribLpart
" > o default
> & demo
> da demoz
> & demo2_jcy
L4 > da demo_icy
> da disiinfered
v diskovermeta_parguet

> BB images mets
~ BB pdfsmeta
@ name
@ extension
M parent_path
m size
[ size_du
@ owner
m group

m mume

£/30/24,

® | MVS x| MVSRef x | 9/4/24,. X | 8/29/24,. X = NALAT. % | 9/10/24,. % | PSEGL % | 10/1

|hive v Selectschema v

sececr

s diskover_ncts.
% re extension="Jog’ LINIT 10;
11 SELECT * FRC
© s ot W

name. extension parent_path size size_du
19116 miopswppdf  pdf /mnt/ddih_odfs 646604 646656
562414 Performance..  pdf /mntgdin_pdfs 670484 670720
Data Analytics atal  pdf /mntiddih_pdfs 224650 224768
Dell Validated Design.. ~ pdf /mnt/ddin_odfs 243390 243712
el Valldated Design...  pdf /mntgdin_pdfs 572132 572416
Edge Simulation forA_  pdf smnt/ddin_pdfs 216020 217088
GRNPLM-DATALAKE-..  pdf /mnt/ddin_odfs 1915515 1915004
Graph Analylies In He...  pdf /mnedin_pdfs 687387 687016
H17247- PowerEdge- . paf fmnt/ddin_pdfs 2074578 2074624
H19268-miperf-dells..  pdf /mntiddih_odfs 1118014 1118208
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% | Partition.. X 12/10/2
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Conclusion

Conclusion

The integration of DDLH and Diskover offers a robust approach to optimizing metadata
management and addressing the challenges of unstructured data. By validating two
distinct solutions, this architecture proves its ability to enhance data usability and drive
efficiency for Al and GenAl workflows.

Solution 1 positions Diskover as a federated metadata source, enabling DDLH to pull
metadata inventory files from ElasticSearch, perform contextualization, and deliver
actionable insights with its advanced analytics.

Solution 2 utilizes DDLH as the destination, where Diskover exports partitioned Parquet
files and registers schemas for seamless ingestion and processing.

Both solutions highlight the synergy between Diskover’s powerful metadata inventory
capabilities and DDLH’s scalable high-performance analytics. Diskover effectively
captures, organizes, and structures metadata, creating a foundation for transforming raw
data into meaningful, contextualized datasets. Meanwhile, DDLH supports large-scale
data processing, essential for building Al pipelines and supporting demanding workloads.
This collaboration enables faster model training, improved deployment outcomes, and
reduced redundancies across workflows.

The benefits of this integration extend beyond efficiency. Scalable processing ensures the
ability to handle vast data volumes as businesses grow, while automation reduces manual
intervention, fostering productivity and innovation. By bridging the divide between data
complexity and actionable insights, the combination of DDLH and Diskover unlocks
unprecedented opportunities for Al and GenAl applications, positioning organizations to
drive smarter operations and achieve technological advancements in an increasingly
data-centric world.
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